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A B S T R A C T   

In computational authorship attribution (AA) – the task of identifying the author of a given text based on a set of 
possible candidates – existing differences across domains, languages or input settings may require using 
knowledge from multiple sources, ranging from surface character patterns to deeper semantics and others. 
Moreover, since increasing the model complexity may easily lead to overfitting, sources of this kind have to be 
selected judiciously according to each particular input. Based on these observations, this article introduces a 
novel approach to AA consisting of stacked classifiers built from multiple knowledge sources - words, characters, 
part-of-speech n-grams, syntactic dependencies, word embeddings and more - that are dynamically included in 
the AA model according to the relevant input. In doing so, we would like to show that a stacking approach not 
only outperforms previous work in the field, but also that dynamic model selection outperforms the use of any of 
the individual components alone. The current model - called DynAA - is evaluated in a number of AA scenarios 
covering multiple languages, domains and input sizes, and is shown to generally outperform a number of baseline 
alternatives, including convolutional neural networks, BERT and others.   

1. Introduction 

In Natural Language processing (NLP), authorship attribution (AA) is 
generally understood as the computational task of identifying the author 
of a given text based on a set of possible candidates (Potthast et al., 
2017). AA models are crucial to many everyday tasks in NLP, informa-
tion retrieval, and, in particular, text forensic analysis. Practical appli-
cations include the detection of corruption scandals (Klimt & Yang, 
2004; Chen, Hao, Chandramouli, & Subbalakshmi, 2011; Juola & Sta-
matatos, 2013), on-line abuse (Vartapetiance & Gillam, 2012), fake 
news (Peng, Choo, & Ashman, 2016), false impersonation (Koppel & and 
Seidman, 2018), source code authorship (Alsulami, Dauber, Harang, 
Mancoridis, & Greenstadt, 2017), pseudonym identification (Juola, 
2015), and many others. 

Research in the field has traditionally distinguished two variations of 
the AA task definition, namely, closed-set and open-set AA (Kestemont 
et al., 2019). In closed-set AA, the set of possible candidate authors is 
assumed to include the actual author of the input document, and 
therefore the task consists of selecting the correct candidate among the 
alternatives provided. In open-set AA, by contrast, the candidate set may 
or may not include the intended author, and the task requires deciding 
whether the author is known or not. In the present work we will focus on 
the former, introducing a novel method for closed-set AA of digital texts 

in a number of scenarios. 
AA has been the focus of a number of shared tasks in both closed-set 

(Argamon & Juola, 2011; Juola, 2012; Kestemont et al., 2018) and open- 
set (Kestemont et al., 2019) varieties. In both cases, the task has been 
usually modelled in a supervised fashion, that is, by using text samples 
written by every possible author, and which are labelled with author IDs 
representing the classes to be learned. Popular methods include the use 
of multivariate statistical analysis (Savoy, 2016; Evert et al., 2017), text 
distance (Kocher & Savoy, 2017, 2018, Varela, Justino, Bortolozzi, & 
Oliveira, 2016, 2020), compression models (Halvani & Graner, 2018), 
support vector machine classifiers (Sapkota, Solorio, Gomez, & Rosso, 
2013; Schwartz, Tsur, Rappoport, & Koppel, 2013; Stamatatos, 2017), 
recurrent neural networks (Bagnall, 2015; Jafariakinabad & Hua, 2019), 
convolution neural networks (Shrestha et al., 2017; Sari & Stevenson, 
2016; Misra, Devarapalli, Ringenberg, & Rayz, 2019), and others. 

Despite similarities with many other supervised NLP tasks, AA tends 
to rely more heavily on surface or character-level information (Kjell, 
Woods, & Frieder, 1994; Kestemont, 2014; Neal et al., 2017) (e.g., 
spacing, misspellings, punctuation patterns etc.) and, at least in some of 
its most typical applications, may have to address problems based on 
limited input, often consisting of few (or short) text samples from each 
candidate author. In scenarios of this kind, which make some of the most 
interesting ones from a research perspective, AA may actually represent 
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Contents lists available at ScienceDirect 

Expert Systems With Applications 

journal homepage: www.elsevier.com/locate/eswa 

https://doi.org/10.1016/j.eswa.2021.114866 
Received 27 July 2020; Received in revised form 16 February 2021; Accepted 4 March 2021   

mailto:eleandro@usp.br
mailto:ivandre@usp.br
www.sciencedirect.com/science/journal/09574174
https://www.elsevier.com/locate/eswa
https://doi.org/10.1016/j.eswa.2021.114866
https://doi.org/10.1016/j.eswa.2021.114866
https://doi.org/10.1016/j.eswa.2021.114866
http://crossmark.crossref.org/dialog/?doi=10.1016/j.eswa.2021.114866&domain=pdf


Expert Systems With Applications 176 (2021) 114866

2

a challenge to methods that are otherwise well-established in the NLP 
field, including the use of deep learning classifiers, word embeddings 
and others. Thus, although AA applications based on larger amounts of 
input text are of course possible, we assume that in those cases the 
problem may simply amount to standard document classification, and 
we will follow Kestemont et al. (2018) and others and focus on the 
arguably more extreme instances of the problem. 

AA continues to attract attention as a research topic (Kestemont 
et al., 2019) for a number of reasons. Among those, we notice that task 
performance may significantly vary across languages, domains and 
settings (e.g., number of candidate authors, input size etc.), and that the 
actual distinction between candidate authors may rely upon different 
knowledge sources in each scenario. For instance, semantics will often 
help distinguish a social media user who frequently talks about, e.g., 
football from another user who prefers talking about, e.g., politics, but it 
will be less helpful in a domain in which both discuss the same topic. 

The observation that no single knowledge source – be it words, 
characters or other – would suffice to generalise across AA scenarios has 
not remained unnoticed in the field (or indeed in the NLP field in gen-
eral), and many existing approaches (e.g., Hitschler, Berg, & Rehbein, 
2017; Goldberg, 2017, among others) have frequently combined mul-
tiple sources to ameliorate this. However, simply adding more knowl-
edge to the AA model may not necessarily lead to improvements, and 
large or otherwise noisy models of this kind have been shown to be 
prone to overfitting (Custódio & Paraboni, 2018). 

Based on these observations, in the present work we argue that 
robust AA may benefit not only from using heterogeneous knowledge, 
but also from a judicious, dynamic method to select the optimal model 
combination for each input problem. More specifically, we introduce a 
novel approach for AA – hereby called Dynamic Authorship Attribution 
(DynAA) – consisting of stacked classifiers built from multiple knowl-
edge sources – e.g., words, characters, part-of-speech n-grams, syntactic 
dependencies, word embeddings and more – to be selected dynamically 
according to the relevant input. In doing so, we would like to show that 
the present approach outperforms not only previous work in the field 
across multiple AA scenarios – including the use of deep learning 
methods and pre-trained language models - but also that dynamic model 
selection outperforms the use of any of the individual components alone, 
including the overall best-performing system at the PAN-CLEF cross- 
domain authorship attribution shared task in Kestemont et al. (2018). 

The rest of this article is organised as follows. Section 2 described 
related work in the field of computational AA. Section 3 introduces our 
main approach and models. Section 4 describes the evaluation work, and 
Section 5 presents our main results. Finally, Section 6 discusses these 
findings, current limitations and future work. 

2. Related work 

A large amount of work in the AA field has been developed as a result 
of the PAN-CLEF AA shared task series Kestemont et al. (2019), which 
has focused on AA-related challenges for many years. In particular, 
closed-set AA has been addressed in the e-mail messages domain 
(Argamon & Juola, 2011) and subsequently in novels (Juola, 2012), in 
both cases limited to the English language. This has been subsequently 
expanded in Kestemont et al. (2018) to cover Spanish, French, Italian 
and Polish languages as well, and to use a cross-domain setting (i.e., 
when train and test documents belong to different domains). The latter 
includes the work in Custódio and Paraboni (2018), which was the 
overall best-performing system in the 2018 AA shared task, and which 
may be seen as an early version of the present work as discussed below. 
Other related tasks at PAN-CLEF include the issue of authorship verifi-
cation (Argamon & Juola, 2011; Juola & Stamatatos, 2013; Stamatatos 
et al., 2014; Stamatatos, Potthast, Rangel, Rosso, & Stein, 2015) and 
author clustering (Juola, 2012), among others. 

Table 1 summarises the studies in closed-set AA that are more closely 
related to the present work. For each study, we present the domain 

under consideration (B = textbooks, C = online chat, F = fiction, L =
Blogs, N = news, R = reviews, S = scientific articles, T = Twitter), 
languages (En = English, Fr = French, Gr = Greek, It = Italian, Nl =
Dutch, Pl = Polish, Pt = Portuguese), features for input text represen-
tation (c = character n-grams, w = word n-grams, p = part-of-speech n- 
grams, w2v = word2vec (Mikolov, Wen-tau, & Zweig, 2013) word 
embeddings, glo = Glove (Pennington, Socher, & Manning, 2014) word 
embeddings, or d2v = Doc2Vec (Le & Mikolov, 2014) sentence em-
beddings) and computational methods (SVM = support vector machine, 
RF = Random Forest, NB = Naive Bayes, CNN = convolution neural 
networks, LSTM = long short-term memory networks etc.). 

We notice that existing approaches are mainly based on news and 
fiction text, and mostly devoted to the English language. In most cases, 
these choices are determined by the data sets provided by the PAN-CLEF 
shared tasks series, which has only recently been expanded to cover 
additional languages. Studies as in (Schwartz et al., 2013; Shrestha et al., 
2017; Rocha et al., 2017), on the other hand, address the AA problem 
from a social media forensic analysis perspective in short texts (e.g., 
from Twitter) with a possibly large number of candidate authors. 

In the present work, both scenarios are considered, that is, making 
use of the PAN-CLEF 2018 cross-domain fiction data in Kestemont et al. 
(2018) and, on a smaller scale, Twitter data as well. We also investigate 
the issue of AA in a novel domain – song lyrics – that brings perhaps 
surprising challenges to AA, and we investigate the task in an additional 
language – Portuguese – as well, which has been previously addressed by 
only two of the surveyed studies (Varela et al., 2016; Markov, Baptista, 
& Lagunas, 2017). 

Regarding the choice of features for text representation, most ap-
proaches make use of standard character, word and part-of-speech n- 
grams. The relevance of character-based models for AA has been dis-
cussed at length in Sapkota, Bethard, Montes-y-Gómez, and Solorio 
(2015), including the issue of text distortion (i.e., deleting certain por-
tions of text to focus on others.) In addition to that, a number of studies 
(Rhodes, 2015; Sari & Stevenson, 2016; Sari, Vlachos, & Stevenson, 
2017; Posadas-Durán et al., 2017; Hitschler et al., 2017; Adorno, Po-
sadas-Durán, Sidorov, & Pinto, 2018) also attempt to use word or sen-
tence embedding representations, but results have so far remained 
generally below those obtained by more traditional representations (at 
least judging by the overall best-performing systems in recent closed-set 
AA shared tasks, e.g., Kestemont et al., 2018). Both character-based text 
representations and a particular kind of text distortion are central to the 
present work, as it will be discussed in Section 3.1, alongside word and 

Table 1 
Related work overview.  

Work Domain Lang. Features Method 

Schwartz et al. (2013) T En c, w SVM 
Sapkota et al. (2015) N En c SVM 
Rhodes (2015) F En w2v CNN 
Varela et al. (2016) F Pt p SVM 
Sari and Stevenson (2016) N,R En, Nl, Gr w, w2v K-means 
Markov et al. (2017) N En c SVM 
Stamatatos (2017) N,T En c, w SVM 
Posadas-Durán et al. 

(2017) 
N,F En w, d2v softmax, 

SVM 
Sari et al. (2017) N En c, w FastText 
Hitschler et al. (2017) F,S En w2v, p CNN 
Rocha et al. (2017) T En c, w, p SVM, RF 
Shrestha et al. (2017) T En c softmax 
Markov et al. (2017) R Pt c SVM, NB 
Adorno et al. (2018) N En c, w, p, 

d2v 
softmax 

Custódio and Paraboni 
(2019) 

F En, Es, Fr, 
It, Pl 

c, w ensemble 

Misra et al. (2019) C En c CNN 
Jafariakinabad and Hua 

(2019) 
N,B En glo, p LSTM 

Belvisi et al. (2020) T En c, w distance  
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word embeddings models. 
Regarding the choice of methods, support vector machines (SVM) 

and softmax logistic regression are both popular in the field. Few studies 
make use of more recent neural models, which may be explained by the 
lack of sufficiently large publicly available data sets for AA. The ex-
ceptions are the use of convolution neural networks (CNNs) in (Rhodes, 
2015; Hitschler et al., 2017; Misra et al., 2019), which inspired our 
present use of stacked classifiers based on multiple knowledge sources 
analogous to CNN filters, and the use of long short-term memory net-
works (LSTMs) in Jafariakinabad and Hua (2019). 

Finally, the EACH-USP approach in Custódio and Paraboni (2018) 
consists of a three-component ensemble (based on word, character and 
text distortion classifiers), and it was the overall best-performing 
participant system at the PAN-CLEF 2018 authorship attribution 
shared task (Kestemont et al., 2018). Our present work – DynAA – may 
be seen as an extension of this early approach. In particular, the 
ensemble architecture in Custódio and Paraboni (2018) is presently 
expanded to support additional knowledge sources (e.g., word embed-
dings, syntactic dependencies etc. as discussed in Section 3.1), 
increasing from three classifiers to currently seven. In addition to that, 
the static ensemble architecture in EACH-USP (which always uses the 
same three classifiers) is presently replaced by a dynamic selection 
mechanism that finds optimal configurations based on each input 
problem, and which effectively outperforms EACH-USP in nearly all 
scenarios under consideration (cf. Section 5). We notice also that EACH- 
USP was solely evaluated in the test scenarios in Custódio and Paraboni 
(2019), whereas the present work considers a greater range of lan-
guages, domains and input sizes, and it is intended to outperform not 
only EACH-USP itself, but also deep convolutional neural networks and 
BERT (Devlin, Chang, Lee, & Toutanova, 2019) baseline alternatives. 

3. Stacked authorship attribution 

Existing work in AA has shown that multiple factors may play a role 
in identifying the target author within a candidate set, ranging from 
word usage to punctuation patterns and many others. However, 
depending on the actual input scenario (e.g., language, domain, number 
of candidate authors, input size etc.), not only different knowledge 
sources may be called for, but using an unsuitable source may actually 
lead to overfitting (Custódio & Paraboni, 2018). To illustrate this, let us 
discuss each of these issues in turn. 

Regarding the issue of language variation, the work in Tschuggnall 
et al. (2017) has suggested that AA is highly sensitive to the input lan-
guage under consideration. For instance, some languages may resort 
more heavily on prepositions to convey meaning (e.g., English ‘go up’, 
‘go down’ etc.), whereas others may convey the same information within 
content words (e.g., Portuguese ‘subir’ and ‘descer’, respectively.) 
Despite these differences, however, existing work in the field (e.g., 
Sapkota et al., 2013; Schwartz et al., 2013; Sapkota et al., 2015; 
Hitschler et al., 2017; Sharon Belvisi, Muhammad, & Alonso-Fernandez, 
2020; Misra et al., 2019; Jafariakinabad & Hua, 2019) has been largely 
based on the English language, and only recently (Kestemont et al., 
2019) this has been significantly expanded to cover additional lan-
guages. As a result, it is not entirely clear to which extent many of the 
existing approaches to AA would generalise to a language other than 
those for which they were originally developed. 

Another major factor in AA is the issue of differences across domains. 
For instance, let us consider a trivial example in which we would like to 
decide which of two candidates c1 and c2 is the likely author of a book on 
politics. In this scenario, we may be able to examine the words in text 
samples produced by each candidate and discover, for instance, that c1 
discusses politics very often, whereas c2 does not. If that happens to be 
the case, then the use of a simple word-based model (e.g., a bag-of- 
words) may provide a reasonably accurate solution to this particular 
scenario, which in fact a common approach to AA (e.g., Schwartz et al., 
2013; Sari & Stevenson, 2016; Rocha et al., 2017; Adorno et al., 2018). 

Word-based models are however insufficient for robust AA. In on- 
line discussion boards, for instance, it is not unusual to find a 
(possibly large) group of individuals discussing a single topic (e.g., a 
recent political event) and, perhaps to a great extent, using a common 
vocabulary. In domains of this kind, identifying a particular individual 
author within the group may require examining text clues other than 
words. Among these, the use of character-level information has been 
known to help identify individual preferences regarding tense, spelling, 
spacing, casing, punctuation patterns and others. Using character-level 
information we may find, for instance, that c1 writes primarily in the 
past tense, c2 may consistently misspell a particular word, or that she 
may choose to write certain names or abbreviations in lower case etc. 

The uses of character-level information in AA are numerous and, 
accordingly, models of this kind (often combined with word-based 
models) have become a standard approach in the field (Schwartz 
et al., 2013; Sapkota et al., 2015; Markov, Stamatatos, & Sidorov, 2017; 
Stamatatos, 2017; Koppel & and Seidman, 2018; Custódio & Paraboni, 
2019). However, there are still cases in which resorting to characters 
may be insufficient as well. Let us consider, for instance, the case of 
authorship attribution in the song lyrics domain, an application that is 
central to addressing problems of copyright infringements and related 
issues. In these cases, it is easy to see that examining, e.g., punctuation, 
casing, or spacing patterns would be of little or no avail, and that other 
(e.g., style-related) aspects might play a role. 

In addition to all these difficulties, AA models may still be affected by 
the granularity and size of their input. In particular, we notice that lack 
of data (e.g., as a small number of text samples or as a set of overly short 
input texts) is a common feature in many AA settings, and this may 
greatly determine the choice of computational strategy (e.g., whether 
the use of deep learning methods is applicable or not.) Thus, models that 
may obtain optimal results in a particular setting (e.g., based on large 
documents representing novels or blogs), may not obtain comparable 
results in others (e.g., Twitter.). 

Based on these observations, the following sections introduce the 
main contribution of the present work, namely, a novel approach to AA 
that takes into account multiple knowledge sources as required by 
different AA scenarios, and then combine them dynamically according 
to the relevant input using a stack of classifiers. This approach – hereby 
called DynAA – is discussed by first describing the individual knowledge 
sources under consideration (Section 3.1), and then the selection 
mechanism (Section 3.2.). 

3.1. Knowledge sources 

In the present work we argue that robust AA should ideally be able to 
capture as many aspects of an individual’s writing style as possible, and 
then select those that are deemed appropriate for a given scenario. To 
this end, we will consider seven text knowledge sources, including a 
number of alternative text representations based on word, character and 
text distortion n-grams (Stamatatos, 2017), the use of morphological 
and syntactic information and word embeddings. These alternatives are 
summarised below and discussed individually in the next sections.  

1. Word: text words.  
2. Char: text characters.  
3. Dist: text characters subject to text distortion.  
4. POS: coarse-grained part-of-speech.  
5. TAG: fine-grained, language-specific part-of-speech.  
6. DEP: syntactic dependencies.  
7. W2V: averaging word embeddings. 

With the exception of W2V, all models make us of variable length TF- 
IDF n-gram models (i.e., n-grams of words, characters etc.) in the 1..3 to 
1..5 range. Optimal values for each instance of AA are to be selected 
through grid search as discussed in Section 4.2. 
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3.1.1. Word n-grams (Word) 
Word usage is an obvious way of potentially distinguishing an author 

from another, and particularly in the case of function words (e.g., arti-
cles, prepositions etc.). Function words provide syntactic or structural 
information in the text, and are generally considered a major knowledge 
source for AA given that they are mostly content-independent, and tend 
to be used unconsciously (Kestemont, 2014). In addition to that, some 
content words may also encode potentially useful semantic information 
(Goldberg, 2017), including those that denote preferred topics, partic-
ular ways of expressing certain ideas, and so forth. 

In both function and content words usage, usefulness to AA is usually 
estimated by word frequencies. On the one hand, highly frequent words 
are generally considered unhelpful. If most authors use a certain word 
frequently, then the said word cannot reliably distinguish one author 
from another. Rare words (or misspellings etc.), by contrast, may pro-
vide clues to lexical preferences or to the style of a particular individual. 
Based on these observations, we will consider a standard variable-length 
word n-gram model – hereby called Word based on TF-IDF counts as part 
of our stacked approach to AA. 

3.1.2. Character n-grams (Char) 
Despite their expressiveness power, word-based models disregard 

valuable information for AA in the form of punctuation, spacing, casing 
patterns and others. Character-based models, by contrast, are known for 
their ability to capture these surface patterns, in addition to time and 
gender inflection, among many others (Rocha et al., 2017). As a result, 
character-based models are considered some of the most effective fea-
tures for AA (Kjell et al., 1994; Kestemont, 2014; Neal et al., 2017), and 
even simple frequency counts may obtain results that are close to the 
state-of-the-art (Neal et al., 2017). 

In addition to that, character-based features are often language- 
independent, providing a kind of text representation that is arguably 
more dense than those provided by word models alone (Goldberg, 
2017). This may be particularly useful, for instance, in highly inflected 
(e.g., Romance) languages, or when data sparsity is an issue. Based on 
these observation, in the present work we will consider a variable length 
character n-gram model – hereby called Char as well, once again using 
TF-IDF counts. 

3.1.3. Text distortion character n-grams (Dist) 
Standard word and character-based models will usually disregard 

special symbols such as diacritics, punctuation marks, consecutive blank 
spaces and others. As a result, potentially valuable clues to AA may be 
lost. For instance, in languages that use diacritics, some authors will 
consistently use the correct spelling (e.g., as in ‘você’, which is Portu-
guese for ‘you’), whereas others, at least in some domains (e.g., on social 
media text), may disregard spelling rules and produce a simplified 
version without diacritics (e.g., ‘voce’.). 

As a means to take this kind of behaviour into account, we will 
consider an additional character-based model that focuses on special 
characters rather than letters. This strategy, hereby called Dist, is 
intended to capture spelling patterns that are particular to each indi-
vidual author. 

Dist considers an input representation in which all letters and digits 
are replaced by ‘*’. An example of text representation obtained by this 

strategy – which may be seen as an instance of text distortion (Stama-
tatos, 2017) – is illustrated in Fig. 2. (see Table 2). 

In this example, we notice that most of the text is effectively deleted, 
allowing the underlying AA model to focus on the patterns of punctua-
tion, spacing and diacritics. 

3.1.4. Part-of-speech (POS and TAG) 
Linguistic patterns of various kinds may also be revealing of an au-

thor’s personal style. Some individuals may, for instance, use more ad-
verbs than others, or may write more often in the past tense, among 
many other possibilities. As a means to capture patterns of this kind in 
AA, we will make use of part-of-speech information as well. 

We consider two sets of part-of-speech labels provided by SpaCy1 for 
each of the target languages under consideration (cf. next section): more 
general, coarse-grained information representing grammatical classes 
and others, and more language-specific, fine-grained classes with added 
morphology (e.g., gender, tense etc.) Following SpaCy’s terminology, 
the former will constitute our POS model, and the latter will be called 
TAG. As these models are, to a large extent, overlapping, selecting the 
most adequate model to each particular AA scenario (or perhaps 
selecting both) will be left to the stacking approach described in Section 
3.2. 

3.1.5. Syntactic dependencies (DEP) 
Structural information may also play a role in author identification. 

For instance, some authors may write sentences in passive voice more 
often than others. To account for patterns of this kind, we will consider 
the use of syntactic dependencies as well. This model, hereby called DEP, 
consists of language-dependent, flat dependency patterns extracted from 
the input text, once again using SpaCy. 

3.1.6. Word embeddings (W2V) 
Distributed word representations – or word embeddings – have 

become a staple in mainstream NLP, and particularly so with the 
availability of efficient methods such as those provided by Word2vec 
(Mikolov, Chen, Corrado, & Dean, 2013) and others. In the present 
work, we will consider a text model of this kind – hereby called W2V – 
consisting of 300-dimensional pre-trained word embeddings for each 
target language under consideration. In the case of the English language, 
we use Google News embeddings2, and for the other languages under 
consideration we will use pre-trained embeddings built from the 
CoNLL17 corpus 3 with 100 dimensions, a window of size 10 and 
Skipgram algorithm. In the particular case of the Polish language, 
however, word embeddings use a window of size 5. 

3.2. Architecture 

Different instances of the AA problem may rely on different kinds of 
knowledge. For instance, punctuation patterns may play a more signif-
icant role in social media text classification, but less in the case of song 
lyrics. As a means to provide a more robust AA method, a number of 
classifiers based on multiple knowledge sources – from surface patterns 
to semantics – have been discussed in the previous sections. In this 
section we will turn to the question of how to combine these classifiers as 
a unified AA approach. 

The work in Custódio and Paraboni (2018) suggests that adding more 
knowledge source does not always improve results in AA, and that noisy 
data may easily cause the model to overfit. Moreover, methods whose 
usefulness to AA has yet to be convincingly proven (e.g., word embed-
dings) may still help when combined with other knowledge sources. 
Based on these observation, we argue that a more general-purpose AA 

Table 2 
Text distortion example extract from the 1th document of 4th subset of 
PAN2018.  

Original text Transformed text 

Le canapé est vide et ** *****é *** **** ** 
lorsqu’il passe devant ******’** ***** ****** 
la cuisine, sa famille y ** *******, ** ******* * 

est assise, gloussant et *** ******, ********* ** 

assemblant des pistolet ********** *** ********  

1 https://spacy.io  
2 http://code.google.com/archive/p/word2vec/  
3 http://vectors.nlpl.eu/repository/ 
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should be able to select the most appropriate classifier combination for 
each AA scenario in a dynamic fashion, that is, by adapting the AA 
strategy as needed. 

As a means to address these issues, we present an AA approach based 
on an ensemble of stacked classifiers (Wolpert, 1992) corresponding to 
the individual models discussed in the previous sections. In this 
approach, weighted probabilities produced by different methods are 
dynamically combined to produce a single AA output decision that is, as 
we shall see, consistently superior to the use of its individual compo-
nents. The choice for an ensemble approach instead of, e.g., popular 
deep learning methods, is motivated by the observation that the latter 
would require large amounts of input data, a scenario that is often un-
realistic in the case of AA. Moreover, several results presented in two 
recent AA shared tasks (Kestemont et al., 2018; Kestemont et al., 2019) 
suggest that, at least for the relatively small AA settings considered in 
these tasks, deep learning methods do not generally outperform much 
simpler approaches based on, e.g., support vector machine or logistic 
regression classifiers. 

Based on these observations, our approach will consist of an 
ensemble of stacked logistic regression classifiers. The ensemble com-
ponents are further discussed in Section 3.2.1, and the actual model 
selection procedure is described in Section 3.2.2. 

3.2.1. Ensemble components 
DynAA is an ensemble of stacked logistic regression classifiers – 

Word, Char, Dist, POS, TAG, DEP and W2V – described in Section 3.1. 
Each individual classifier is built by following the same machine 
learning pipeline. First, the set of t input documents is vectorised by 
making use of a feature extraction function V(t). Next, the resulting 
feature set X is normalised by a function N(X) and subject to PCA 
dimensionality reduction. Finally, a multinomial classifier generates the 
probability P(Y = k) for each class k. This procedure is illustrated in 
Fig. 1. 

3.2.2. Dynamic model selection 
Given a set of independent classifiers – each of them focused on a 

particular aspect of the AA problem as discussed in the previous sections 
– there is the question of which classifiers should be selected for optimal 
results in a particular input scenario. In the present work, this is 
implemented as an ensemble approach based on a weighted voting 
model that preserves the probabilities obtained by its individual 
components. 

In this approach, first-level classifier weights are optimised by 
making use of an additional, second-level classifier σ(

∑
c
∑

i(wci ∗ ci) +

k), where ci is the probability of the author i being the author of the 
input document according to the c classifier, wci is the weight of ci, k is a 
constant, and σ is the sigmoid function. The result of this procedure is a 
new s vector of size i conveying the probabilities of each candidate 
author (or class) being the author of the input document. 

Table 3 illustrates the current model with an example of one input 
document submitted to three classifiers with a choice of five possible 
candidate authors. 

This approach, which may be seen as a stack of classifiers (Wolpert, 
1992), has the effect of computing the weights of each individual 
method dynamically based on the input provided. This strategy is 
however prone to overfitting, and it may become arbitrarily complex as 
more knowledge sources are added. To circumvent these issues, a se-
lection method based on the forward algorithm (McCornack, 1970; Jr, 
Lemeshow, & Sturdivant, 2013) is implemented. Briefly, this consists of 
selecting the best knowledge source first, and then adding subsequent 
sources until there is no further improvement to the overall results. 
Details are illustrated in Algorithm 1 and further discussed below.  

Algorithm 1: Dynamic model selection. 

1: procedure DynAAC[] 

(continued on next column)  

(continued ) 

Algorithm 1: Dynamic model selection. 

2: for all c ∈ C do  
3: f1 c[] = F1 score(c)
4: Sort f1 c[] in descending order  
5: bestConfig = [C[0]]  
6: bestF1 = f1 c[0]  
7: improved = True  
8: while improved do  
9: improved = False  
10: for all c ∈ C do  
11: newF1 = F1 score(c ∪ bestConfig)
12: if newF1 > bestF1 then  
13: improved = True  
14: bestF1 = newF1  
15: bestConfig = bestConfig ∪ c   

Given the probabilities obtained by a set of classifier C as an input, 
the goal of DynAA is to produce a subset of classifier probabilities 
bestConfig ∈ C representing those classifiers that were deemed most 
useful to the AA task at hand. This works as follows. First, DynAA 
computes F1 scores for each classifier in C (lines 2–3), and these scores 
are sorted in descending order (line 4). Next, the first classifier (and its 
associated F1 score) is initially selected as the best configuration so far 
(lines 5–6). The main model selection procedure (lines 8–15) is per-
formed by iterating over the ordered list of classifiers (line 10), starting 
from the classifier that obtained the highest F1 score. The selection of 
each individual classifier c to be included in the bestConfig ensemble is 
tentatively considered by computing the new F1 scores that would be 
obtained by concatenating the probabilities obtained by c to it (line 11). 
If the inclusion of c would obtain a F1 score higher than the best F1 score 
obtained so far (line 12), then c is added to the best known ensemble 
configuration (line 15). The procedure is repeated until the inclusion of 
a classifier does not improve the current F1 score. 

4. Evaluation 

The methods described in the previous section is to be evaluated 
against a number of scenarios represented by different domains, lan-
guages and settings involving different numbers of candidate authors 
and input documents of various sizes. In what follows we describe the 
data sets under consideration (Section 4.1), and the evaluation pro-
cedure proper (Section 4.2). 

4.1. Data 

As a means to asses our current models, we will address the AA task 
in three domains, which are intended to cover a broad range of AA 
scenarios in multiple languages: fan fiction texts from the PAN-CLEF 
2018 AA corpus (Kestemont et al., 2018), song lyrics from the Lyrics 
corpus (Custódio & Paraboni, 2019), and Twitter data from Rocha et al. 
(2017). In the following sections we further motivate these choices and 
provide descriptive statistics for each data set. 

4.1.1. Fan fiction domain 
Our first choice of evaluation domain is the PAN-CLEF 2018 AA 

corpus in Kestemont et al. (2018). The corpus is arguably the best- 
known publicly available resource of this kind, and has been designed 
as a benchmark for multilingual cross-domain AA. 

The PAN-CLEF corpus addresses the issue of cross-domain AA, con-
sisting of a multilingual collection of fan fiction texts written by non- 
professional writers who reproduce the setting of well-known fiction 
domains (e.g., the Harry Potter world) to create novel material, usually 
for non-commercial purposes. Interestingly, fan fiction text may share 
style and other linguistic features from their common source of inspi-
ration (e.g., J. K. Rowling) and, as a result, it may be particularly diffi-
cult to distinguish fan fiction authors from each other. 

J.E. Custódio and I. Paraboni                                                                                                                                                                                                                



Expert Systems With Applications 176 (2021) 114866

6

The corpus is provided in five languages and, having been developed 
in the light of an authorship attribution shared task, is presented in a 
fixed train/test division. Moreover, texts are grouped into pre-defined 
AA problems involving 5,10, 15, or 20 candidate authors in each of 
the five languages (English, French, Italian, Polish, and Spanish.) The 
same train/test division will be observed in the present work as a means 
to obtain comparable results. 

Table 4 presents descriptive statistics for the PAN-CLEF 2018 AA 
corpus. For each language, we report the average number of words 
(Words) and characters (Chars) per document, the average word length 
(given by the number of characters divided by the number of words 
Char/W), the percentage of blank spaces and special symbols (e.g., non- 
Latin characters.). Recall that, for each language, there are four AA tasks 
conveying 5, 10, 15 or 20 authors each, making 20 data sets in total. 

From these statistics, we notice that the data is well-balanced across 
languages with respect to document size (i.e., number of words.) 

However, Polish makes use of words that are, on average, longer than in 
the other languages, and uses less spacing and more special symbols. 
English, by contrast, uses fewer characters per word, and more blank 
spaces. As differences of this kind are known to play a significant role in 
AA (Sapkota et al., 2015), the PAN-CLEF corpus is arguably an ideal test 
bed for language-independent AA models as in the present work. 

4.1.2. Song lyrics domain 
As an alternative to more standard AA tasks (as in the case of the fan 

fiction domain discussed in the previous section), we will consider also a 
second domain that may shed light on aspects of the problem that may 
not be explicit in those cases. More specifically, we will use song lyrics as 
a test case for the current work as well. From an AA perspective, the song 
lyrics domain is potentially interesting not only due to its practical ap-
plications (e.g., related to copyright infringement issues etc.), but also 
because song lyrics may constitute a unique kind of textual data in which 
certain standard features of an AA model may play a less prominent role. 
This may be the case, for instance, of spacing and special symbols. 

The use of song lyrics in AA has been discussed in the context of the 
Turkish (Kirmaci & Ogul, 2015) and Bengali (Hossain & Al Marouf, 
2018) languages. In what follows we address this issue by considering a 
corpus of English and Portuguese song lyrics adapted from Custódio and 
Paraboni (2019). 

From a public repository 4 in which users are allowed to contribute 

Fig. 1. Pipeline for each individual classifier.  

Table 3 
Example of ensemble structure for one input document submitted to three classifiers for five candidate authors.  

Table 4 
PAN-CLEF 2018 AA corpus descriptive statistics (adapted from Custódio and 
Paraboni, 2018).  

Language Words Chars Chars/W % Space % Symbol 

English 823 4504 5.45 18.68 3.63 
French 785 4386 5.58 18.10 6.90 
Italian 804 4808 5.98 17.28 4.60 
Polish 779 5198 6.70 16.43 11.05 

Spanish 825 4766 5.80 18.28 5.58  4 https://www.letras.mus.br/ 
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by uploading lyrics written by their favourite artists, or by themselves, a 
corpus of song lyrics covering 49 musical genres (e.g., pop, rock, jazz, 
funk etc.) was collected. From an initial data set of the 150 k songs 
composed by the 100 most sung artists in the year 2018, we selected 
those that were composed by one single, clearly identified author each. 
Songs written by multiple or anonymous authors, and those that were 
shorter than 750 characters were discarded. 

As the language in which the songs are written is not available, a 
simple language detection procedure was performed. This consisted of 
computing the cosine similarity between every document and a stop 
words corpus in 50 languages5. The language that showed greatest 
similarity to each input document was assigned as the language of that 
document. Since a number of songs had more than one version (e.g., the 
original version and an extended version), these duplicates were 
removed whenever their cosine similarity was equal to or greater than 
0.6. This procedure removed less than 1% of the documents. 

After basic data cleaning, we built ten AA scenarios by following the 
same structure of the previous PAN-CLEF 2018 AA corpus discussed in 
the previous section. In order to create a multi-domain setting, we 
selected authors who had compositions in at least three musical genres 
while ensuring that training and test sets contained the same styles. 

Each individual AA problem consists of a target language (En =
English or Pt = Portuguese) and a number of authors (from 5 to 25 with 
an interval of 5). Table 5 provides descriptive statistics for the resulting 
corpus, adapted from Custódio and Paraboni (2019). (see Table 6). 

As expected, the use of blank spaces in song lyrics is highly similar in 
both English and Portuguese texts, although special symbols are still 
more frequent in the latter. This suggests that semantics – rather than 
surface patterns – may play a more significant role in song lyrics AA than 
in other domains. We notice also that the Lyrics document sizes corre-
spond, on average, to less than a quarter of the PAN-CLEF fan fiction text 
sizes and, as a result, song lyrics may represent a considerable challenge 
for, e.g., machine learning methods. 

4.1.3. Twitter domain 
Finally, as a means to address the AA task in short texts using the 

kind of everyday language found on social media, we will also consider 
the issue of AA in the Twitter domain. To this end, we will make use of 
the Portuguese Twitter data set described in Rocha et al. (2017). How-
ever, as the primary focus of the study in Rocha et al. (2017) was the 
comparison between machine learning approaches to AA in scenarios 
involving from 1 to 1000 authors, in our current work we will focus on a 
subset of the original data by addressing problem sizes similar to those in 
the previous fan fiction and song lyrics domains, namely, conveying 5, 
10, 20, and 50 candidate authors each. 

As the corpus language (Portuguese) is constant, we will vary instead 
the size of the input documents. More specifically, we will consider two 
kinds of scenarios. In the first, we will use a single tweet as an input 
while varying the number of candidate authors. In the second, we will 
concatenate several consecutive tweets as a single input while varying 
its sizes by considering a minimum number of characters in each 
document (100, 250 or 500.) The objective of the second scenario is to 
investigate the stability of the method as we increase the amount of 
available information. 

Table 14 summarises descriptive statistics for the Twitter corpus, in 
which the Docs column stands for the maximum number of documents 
in each scenario. 

We notice that blank spaces and special symbols are twice as 
frequent if compared to the previous Lyrics corpus. This is to be expected 
as social media texts may include a large number of domain-specific 
features (e.g., emoticons etc.) and non-standard punctuation usage. 

4.2. Procedure 

DynAA training consisted of building and optimising the seven in-
dividual classifiers introduced in Section 3.1, and then optimising the 
model selection method described in 3.2.2. To this end, the data sets 
described in Section 4.1 were split into development and test sets, and 
the test sets were set aside for final evaluation. 

Development data sets were further divided into training and vali-
dation sample sets for the ensemble method. Each individual classifiers 
was built using cross-validation, and used the validation sample sets to 
select the optimal combination of classifiers for each domain. After 
optimisation, the resulting models were evaluated against the unseen 
test data, and test results were reported. 

Table 7 summarises the range of hyper-parameters taken under 
consideration for building the models based on n-gram counts (i.e., all 
models except W2V, discussed subsequently.) Optimal values were ob-
tained by performing grid search over development data using cross- 
validation and are discussed as follows. 

In the case of Char and Dist, the optimal values consisted of using sub- 
linear TF scaling, a minimum frequency of 1%, maximum frequency, 
and L2 document normalisation. The n-gram range stayed relatively 
stable across languages and corpora, being 2 to 5 the most common sub- 
sequence to be selected. Exceptions were the case of the Italian and 
Polish languages, whose optimal sub-sequences were (3,5) and (2,3), 
respectively. PCA analysis also remained stable, with best results 
observed at 99% variance. 

In the case of Word, optimal values consisted of using a (1,2) n-gram 
range, and by combining unigram and bigram sequences. The exception 
was the case of the English language, which uses a (1,3) range. All other 
parameters were assigned the same values as in the case of the previous 
Char/ Dist models. 

Optimal values for TAG consisted of using a (1,3) n-gram range, with 
the exception of French and Spanish, both of which using a (1,5) range. 
In the case of DEP and POS, optimal values consisted of using a (1,5) n- 
gram range, with the exception of Italian (1,3). 

Finally, W2V was evaluated using averaging word vectors weighted 
by TF-IDF scores of the corresponding word models. Optimal results 
were obtained with minimum word frequency of 1% and by using L1 
normalisation. Exceptions were French, Italian, Polish and Spanish, 
which used IDF weighting instead. 

After optimisation, testing was carried out by submitting the input 
documents to each method, and generating test instances represented as 
matrices of d documents by a authors. These matrices were then taken as 
the input to DynAA. 

4.3. Baseline systems 

Given that the overall top-performing participant system at the latest 
PAN-CLEF closed-set AA shared task – the EACH-USP system described 
in Custódio and Paraboni (2018) – is actually a (static) subset of the 
classifiers (namely, Word, Char and Dist) considered in our current 
approach, evaluation is presently focused on the comparison between 
DynAA and its individual components, and it does not include other 
PAN-CLEF participant systems, all of which already outperformed by 
EACH-USP as reported in Kestemont et al. (2018). In addition to that, we 
also consider three baseline systems: an optimised version of the PAN- 
CLEF 2018 SVM baseline in Kestemont et al. (2018), hereby labelled 
SVM, deep convolutional neural networks (CNN), and BERT pre-trained 
language models (Devlin et al., 2019). 

The SVM baseline was built using grid search with 5-fold cross- 
validation over development data. The optimal parameter configura-
tion for this model was found to be a 4-grams model with minimum 
frequency of 10 tokens and using a one-against-all strategy. Other pa-
rameters were left at their default values provided by the Scikit-learn 
library. 

The CNN baseline consists of a 5-layer convolutional neural network 5 https://github.com/6/stopwords-json 
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as follows. The first layer conveys embeddings of size 150, limited to the 
10,000 most frequent words in the vocabulary and using the first 1,000 
words in each input document. This is followed by a single-dimension 
(1D) convolution layer with 200 filters and a size 10 kernel using 

sigmoid activation and he_uniform weight initialisation. Next, there is a 
1D global averaging pool, and a 0.25 dropout layer. Finally, a dense 
softmax layer outputs the classification results. The model uses RMSProp 
optimisation in 300 iterations (epochs) reserving 20% of the data for 
validation, and early stopping with 50-epochs patience. 

Finally, we also consider the use of pre-trained BERT models, which 
are now standard in many NLP studies, and have also been considered in 
the related task of authorship verification (i.e., deciding whether a single 
candidate author is the actual author of a document or not.) in Barlas 
and Stamatatos (2020). For each target language, we built BERT models 
from padded 512-token sequences, and using three alternative classi-
fiers: logistic regression, multilayer perceptron networks (MLP) with 
two layers of 15 neurons each, and gradient boosted decision trees Ke 
et al. (2017). As logistic regression provided overall best results, we will 
focus on this implementation only. The sources of pre-trained BERT 
models for each language are summarised in Table 8. 

Put together, the three baseline systems – SVM, CNN and BERT – are 
intended to represent examples of classification methods that are pop-
ular in the NLP field. However, due to the nature of the more challenging 
instances of the AA problem – namely, based on small amounts of data as 
discussed in Section 1 – we notice that the larger CNN and BERT models 
are unlikely to outperform simpler alternatives, including the SVM 
baseline considered at PAN-CLEF, or its best-performing participating 
systems (none of which actually based on deep learning methods.) Thus, 
the present CNN and BERT models are included in our evaluation work 
largely for illustration purposes. 

5. Results 

The following sections present the results obtained by our main 
approach DynAA, by its individual components (Char, Dist, Word, TAG, 
POS, DEP, and W2V), and by the baseline systems PAN-CLEF SVM 
(Kestemont et al., 2018), BERT and CNN. In addition to that, joint results 
provided by Word, Char and Dist correspond to the EACH-USP method in 
Custódio and Paraboni (2019). For all models, evaluation was carried 
out by using the previously unseen fan fiction (cf. Section 4.1.1), song 
lyrics (cf. Section 4.1.2), and Twitter (cf. Section 4.1.3) test data sets. 

In each set of experiments, results are presented in two formats. First, 
as a summary according to target language (in the fan fiction and song 

Table 5 
Lyrics corpus descriptive statistics.  

Lang. Authors Genres Words Chars Chars/W % Space % Symbol 

English 5 8 274 1289 4.7 20.6 3.0  
10 11 303 1437 4.8 20.2 3.1  
15 20 309 1458 4.7 20.3 3.4  
20 21 305 1434 4.7 20.4 3.3  
25 21 283 1342 4.8 20.3 3.1  

Portuguese 5 9 205 1067 5.2 19.4 5.0  
10 12 212 1086 5.1 20.0 5.2  
15 13 207 1050 5.1 19.8 5.0  
20 13 218 1126 5.8 19.6 5.1  
25 14 227 1177 5.2 19.8 5.1  

Table 6 
Twitter corpus descriptive statistics.  

Authors Docs Words Chars Chars/W % Space % Symbol 

5 10 14 70 4.7 18.9 4.6 
5 50 11 50 4.4 20.4 3.6 
10 10 14 63 4.4 20.9 3.8 
10 50 9 48 4.8 18.5 4.6 
20 10 11 56 5.0 18.2 5.9 
20 50 15 74 4.8 19.3 3.2 
50 10 13 68 5.3 17.7 5.2 
50 50 14 70 5.0 18.4 4.6  

5 10 30 152 5.0 21.3 3.2 
5 10 60 292 4.8 22.0 4.4 
5 10 102 523 5.1 21.2 3.1 
5 50 34 177 5.2 20.6 5.1 
5 50 58 310 5.3 20.3 5.4 
5 50 102 538 5.2 20.0 3.5 
10 10 29 144 5.0 21.1 2.9 
10 10 58 294 5.1 20.9 4.7 
10 10 105 541 5.1 20.6 4.8 
10 50 25 132 5.2 20.4 2.0 
10 50 54 283 5.2 20.6 5.5 
10 50 104 543 5.2 20.4 4.2 
20 10 28 139 5.0 21.2 4.6 
20 10 55 276 5.0 21.5 3.9 
20 10 106 544 5.2 20.7 4.7 
20 50 25 131 5.2 20.7 3.7 
20 50 58 299 5.1 20.8 4.8 
20 50 103 536 5.2 20.6 4.8 
50 10 27 140 5.2 20.7 4.4 
50 10 56 284 5.1 20.9 4.4 
50 10 107 540 5.0 20.9 4.0 
50 50 27 138 5.0 21.1 3.9 
50 50 56 286 5.0 20.9 4.1 
50 50 107 539 5.1 21.1 4.0  

Table 7 
Hyper-parameters for models based on n-gram counts.  

Module Parameters Values 

Feature 
extraction 

Feature type char, char with distortion, word, 
TAG, POS, DEP  

N-gram range start = 2 – end=(3 to 5)  
Min doc. freq. [1%, 5%, 10%, 50%]  
Max. doc. freq. [25%, 50%, 90%, 100%]  
TF Normal, sub-linear  
IDF None, Normal, smoothed  
Doc. normalization L1, L2 

Transformations Corpus normalisation MaxAbsScaler  
PCA % explained 
variance 

[10%, 25%, 50%, 75%, 90%, 99%] 

Classifier Logistic Regression Multinomial-Softmax  

Table 8 
Pre-trained BERT baseline models for En = English, Fr = French, It = Italian, Pl 
= Polish, Pt = Portuguese, and Sp = Spanish.  

Lang. Model Reference 

En bert-base-cased Devlin et al. (2019) 
Fr dbmdz/bert-base-french-europeana- 

cased 
https://huggingface.co/ 
dbmdz 

It dbmdz/bert-base-italian-cased https://huggingface.co/ 
dbmdz 

Pl dkleczek/bert-base-polish-cased-v1 Kleczek (2020) 
Pt neuralmind/bert-large-portuguese-cased Souza et al. (2020) 
Sp dccuchile/bert-base-spanish-wwm-cased Canete et al. (2020)  
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lyrics domains) or by document size (in the case of the monolingual 
Twitter domain), and next in a more detailed version that makes explicit 
the situations in which each method was found to be more relevant. All 
results are reported as macro F1 scores, and the best alternative in each 
experiment is highlighted. 

5.1. PAN-CLEF Fan fiction domain results 

Table 9 presents macro F1 results in the fan fiction domain for 
problems involving sets of 10,15 and 20 candidate authors each, and in 
five languages (En = English, Fr = French, It = Italian, Pl = Polish, Sp =
Spanish) as proposed in Kestemont et al. (2018). 

Results in Table 9 show that DynAA outperforms the alternatives in 
all scenarios and languages. This is particularly significant given that the 
PAN-2018 AA test corpus is relatively small, and presents a considerable 
class imbalance originally intended to mirror real world situations in 
which AA may be called for. We notice also that DynAA stabilises at a 
higher level than the alternatives. 

As a means to further assess the role of each method in the fan fiction 
domain, Table 10 presents individual results for the different author sets 
of size N and languages. In each test, classifiers that were actually 
selected by the proposed DynAA method are marked as ‘*’. We notice 
also that the original EACH-USP approach in Custódio and Paraboni 
(2019) is the overall best-performing system only in the experiments in 
which Char, Dist and Word are the only three classifiers marked as ’*’ 

Based on these results, a number of observations are due. First, we 
notice that the variable-length character n-gram method (Char) was the 
primary method for this domain, followed by text distortions (Dist). The 
latter was particularly useful in the case of Spanish. This may be due to 
the use of diacritics in that language. Word n-grams (Word) played a 
relatively minor role overall, which may be due to the topic homoge-
neity of the PAN-CLEF corpus. 

Word embeddings (W2V), by contrast, produced the lowest scores 
among the alternatives. This may suggest that semantics does not play a 
major role in this particular kind of multi-domain, literary scenario. The 
best result obtained by W2V were for the English language, which is 
possibly due to the larger size of the Google News corpus if compared to 
the CoNLL17 data taken as the basis for the experiments in the other 
languages. Linguistic information was relevant to a small number of 
cases, and particularly so in the case of language-specific TAG n-grams. 

5.2. Song lyrics domain results 

Table 11 presents macro F1 results in the song lyrics domain for 
problems involving sets of 5, 10,15, 20 and 25 candidate authors each, 
and in two languages (Pt = Portuguese and En = English) as proposed in 
Custódio and Paraboni (2019). 

From these results, we notice that DynAA generally outperforms the 
alternatives in most scenarios and in both languages, and that the PAN- 
CLEF SVM baseline is always outperformed by either DynAA or Char. 
Moreover, we notice that song lyrics domain turned out to be more 
challenging than the previous fan fiction domain, with lower mean 

results for most tasks. This difference is a likely effect of both input text 
size (i.e., song lyrics are, on average, shorter than fan fiction texts) and 
structure (e.g., spacing patterns do not play a role in song lyrics AA.) 

Table 12 presents individual results for the different author sets of 
size N and languages in the song lyrics domain. Once again, classifiers 
that were actually selected by the DynAA method in each test are 
marked as ‘*’, and the combination of Char, Dist and Word corresponds 
to the original EACH-USP approach in Custódio and Paraboni (2019). 

As in the case of the previous fan fiction domain, variable-length 
character n-grams (Char) was once again the main source of informa-
tion for the song lyrics AA tasks. We notice also that text distortion (Dist) 
played a much greater role in English than in Portuguese data. Although 
often outperformed by several alternatives, word n-gram models (Word) 
and, to a lesser extent, word embeddings (W2V), played an overall larger 
role in song lyrics AA than in fan fiction. More linguistically-informed 
models (TAG, POS, and DEP) were generally less relevant for the pre-
sent tasks. This may be due to the non-standard structure of song lyrics, 
which often include chorus lines, mid-sentence breaks, onomatopoeia 
and others. 

5.3. Twitter domain results 

Finally, Table 13 presents macro F1 results for the Portuguese 
Twitter domain for problems involving sets of 5, 10, 20 and 50 candidate 
authors each, and also according to different input document sizes 
(selected within a 50 to 540 characters range each.) 

From these results, we notice DynAA generally outperforms the al-
ternatives in most scenarios, and that results increase according to input 
size. We notice also that, unlike the previous song lyrics domain, present 
results remain positive even though input documents are well below 
1000 characters each. 

Table 14 presents individual results for the different author sets of 
size N and languages in the Twitter domain. The upper portion of the 
table (first 8 rows) represent situations in which one single tweet is 
taken as the input, and by varying the number of candidate authors. 
Subsequent row sections represent situations in which the number of 
authors was kept constant (5, 10, 20 or 50 within each section) while 
varying input size by concatenating tweets from each author until 
reaching a minimum number of characters (Ch) (100, 250 and 500, 
respectively). 

As in the results from the previous sections, classifiers that were 
actually selected by the DynAA method in each test are marked as ‘*’, 
and the original EACH-USP approach in Custódio and Paraboni (2019) 
corresponds to the joint results from Char, Dist and Word only. 

From these results we notice that small input sizes (i.e., when taking 
a single tweet as an input on the top rows) cause all methods to perform 
poorly, and that results remain unstable even when combining knowl-
edge sources. In the remaining cases (i.e., in which input was larger by 
performing text concatenation), we notice that smaller (5) author sets 
led several methods to over fit, as evidenced by the perfect (1.0) scores 
obtained in these cases. Interestingly, the textual distortion model (Dist) 
stands out in the Twitter domain, an outcome that may be due to the 

Table 9 
Main macro F1 results for the fan fiction domain according to number of authors (upper section) and language (lower).    

CNN BERT SVM DynAA Char Dist Word TAG POS DEP W2V 

Authors 5 0.43 0.30 0.52 0.60 0.54 0.49 0.37 0.60 0.57 0.41 0.29  
10 0.36 0.27 0.55 0.66 0.61 0.50 0.37 0.48 0.39 0.27 0.10  
15 0.36 0.18 0.49 0.56 0.49 0.42 0.36 0.41 0.36 0.23 0.10  
20 0.25 0.17 0.50 0.58 0.51 0.44 0.32 0.43 0.33 0.26 0.13  

Language En 0.37 0.32 0.66 0.74 0.68 0.49 0.42 0.60 0.53 0.42 0.28  
Fr 0.31 0.18 0.51 0.54 0.51 0.46 0.32 0.37 0.33 0.21 0.14  
It 0.36 0.33 0.48 0.58 0.51 0.44 0.40 0.39 0.30 0.24 0.14  
Pl 0.32 0.10 0.41 0.45 0.43 0.35 0.26 0.00 0.00 0.00 0.11  
Sp 0.39 0.21 0.53 0.69 0.55 0.57 0.37 0.57 0.50 0.31 0.10  
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peculiar style of social media text, including the use of emoticons, spe-
cial symbols and non-standard spelling in general. 

5.4. Statistical significance 

Results in the previous sections provide evidence that using multiple 
knowledge sources and judicious selection as implemented by the 
DynAA approach outperforms the baseline systems under consideration 
and the use of all knowledge sources at once. In order to assess the 
statistical significance of these results, we compared DynAA against 
three of our main models – Char, BERT, and CNN – using percentile-t 
bootstrap (Efron & Tibshirani, 1994) with 100 runs and a 70% sam-
pling rate with replacement. At each run, we computed F1 scores and 
then applied a T-test. Results for every domain and language were found 
to be significant at p < 0.001, except for the difference between DynAA 
and Char in the Lyrics English domain, which was significant at 

p < 0.01. 

6. Final remarks 

In this work we have addressed the issue of closed-set AA with a 
particular focus on the more challenging instances of the problem, 
namely, those in which there is limited evidence of the writing style of 
each candidate author. In these situations, we have argued that different 
settings may require using different knowledge sources – from surface 
character patterns to word embeddings – and that suitable sources 
should be selected judiciously for optimal accuracy. In doing so, a novel 
AA method based on stacked classifiers has been introduced and vali-
dated in multiple AA scenarios comprising different domains, languages 
and input sizes. 

Regarding our results, we notice that different experiments high-
lighted widely different effects from each other, which is in principle 

Table 10 
Detailed macro F1 results for the fan fiction domain  

N Lang CNN BERT SVM DynAA Char Dist Word TAG POS DEP W2V 

5 En 0.28 0.21 0.51 0.65 *0.51 *0.44 *0.34 0.50 0.37 0.35 0.28 
10 En 0.31 0.25 0.52 0.60 *0.55 *0.46 0.37 *0.57 0.45 0.21 0.14 
15 En 0.27 0.43 0.77 0.87 *0.87 0.47 0.42 0.50 0.46 0.38 0.14 
20 En 0.60 0.40 0.82 0.85 *0.80 *0.59 0.56 0.85 0.85 0.72 0.55  

5 Fr 0.12 0.11 0.43 0.41 *0.43 *0.38 *0.21 0.33 0.27 0.16 0.09 
10 Fr 0.43 0.11 0.59 0.52 *0.42 *0.39 *0.43 0.32 0.27 0.16 0.13 
15 Fr 0.37 0.16 0.38 0.68 *0.57 *0.50 0.28 0.54 0.46 0.32 0.06 
20 Fr 0.34 0.34 0.64 0.57 *0.64 *0.57 0.36 0.29 0.31 0.22 0.29  

5 It 0.36 0.35 0.66 0.66 *0.68 *0.48 *0.36 0.39 0.24 0.26 0.09 
10 It 0.42 0.32 0.38 0.58 0.43 *0.52 *0.36 *0.36 0.34 0.22 0.07 
15 It 0.38 0.51 0.60 0.61 *0.59 *0.57 0.44 *0.35 0.22 0.20 *0.07 
20 It 0.27 0.13 0.28 0.47 0.35 0.18 0.46 *0.45 0.43 0.29 0.34  

5 Pl 0.30 0.07 0.43 0.49 *0.42 *0.36 0.32 – – – 0.09 
10 Pl 0.34 0.08 0.45 0.40 *0.50 *0.27 0.22 – – – 0.06 
15 Pl 0.22 0.09 0.36 0.34 *0.43 *0.30 0.24 – – – 0.09 
20 Pl 0.41 0.17 0.39 0.56 *0.36 *0.47 0.27 – – – 0.19  

5 Sp 0.21 0.12 0.47 0.70 *0.52 *0.53 0.36 *0.52 0.46 *0.28 0.08 
10 Sp 0.29 0.12 0.54 0.68 *0.55 *0.48 *0.42 0.40 0.40 *0.33 *0.09 
15 Sp 0.54 0.19 0.62 0.82 *0.60 *0.64 0.49 0.55 0.45 0.21 0.14 
20 Sp 0.51 0.43 0.48 0.54 *0.54 0.64 0.20 0.79 0.71 0.41 *0.07  

Table 11 
Main macro F1 results for the song lyrics domain according to number of authors (upper section) and language (lower).    

CNN BERT SVM DynAA Char Dist Word TAG POS DEP W2V 

Authors 5 0.41 0.43 0.52 0.61 0.61 0.43 0.45 0.39 0.39 0.27 0.47  
10 0.22 0.20 0.35 0.41 0.39 0.35 0.41 0.36 0.32 0.25 0.31  
15 0.17 0.16 0.30 0.36 0.33 0.22 0.33 0.22 0.16 0.17 0.26  
20 0.13 0.15 0.27 0.34 0.37 0.16 0.27 0.23 0.18 0.15 0.21  
25 0.10 0.09 0.23 0.26 0.26 0.15 0.23 0.20 0.14 0.14 0.17 

Lang. En 0.20 0.23 0.37 0.44 0.43 0.30 0.36 0.35 0.27 0.22 0.30  
Pt 0.22 0.18 0.30 0.35 0.35 0.22 0.32 0.21 0.21 0.18 0.27  

Table 12 
Detailed macro F1 results for the song lyrics domain.  

N Lang. CNN BERT SVM DynAA Char Dist Word TAG POS DEP W2V 

5 En 0.52 0.43 0.54 0.59 *0.64 0.46 0.38 *0.44 0.39 0.28 0.40 
10 En 0.23 0.16 0.39 0.46 *0.43 *0.38 *0.47 *0.46 0.38 0.30 0.33 
15 En 0.16 0.13 0.28 0.42 *0.35 *0.29 *0.34 *0.31 0.19 *0.21 *0.34 
20 En 0.09 0.11 0.33 0.43 *0.46 *0.18 *0.33 *0.31 0.21 0.18 0.24 
25 En 0.07 0.08 0.28 0.30 *0.28 *0.19 *0.26 *0.22 0.17 0.14 *0.18  

5 Pt 0.30 0.42 0.50 0.62 *0.58 0.40 0.52 0.33 0.40 0.26 *0.54 
10 Pt 0.21 0.25 0.30 0.36 0.35 0.32 *0.35 *0.26 0.25 0.21 0.29 
15 Pt 0.18 0.19 0.31 0.30 *0.32 0.15 0.32 *0.13 0.13 0.14 0.18 
20 Pt 0.17 0.20 0.21 0.26 *0.28 0.13 *0.21 0.14 0.15 0.13 0.18 
25 Pt 0.12 0.11 0.18 0.24 *0.24 0.12 *0.20 0.18 0.11 0.14 *0.15  
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consistent with the variety of factors that are expected to play a role in 
AA. More importantly, we notice that the optimal solution for each task 
– at least in the present stack ensemble setting – never involved using all 
possible knowledge sources at once. On the contrary, in most input 
scenarios only a small number of sources was called for. This variety is, 
in our view, the main motivation for a dynamic, multi-source selection 
strategy along the lines of DynAA. 

The single greatest factor that influenced the overall accuracy of our 
models was the availability of training data. By focusing on relatively 
small data sets (including well-known benchmarks such as the PAN- 
CLEF corpus in Kestemont et al. (2018)) we were not able to success-
fully explore deep learning and transfer learning methods that are 
nowadays common in other NLP tasks. In particular, we notice that 
having access to few and or/small input texts make more difficult to 

explore alternative model hyper-parameters since different configura-
tions will often end up producing similar results. On the other hand, data 
scarcity is inherent to many common AA problems in a wide range of 
domains, and the need to deal with limited data scenarios is what 
arguably makes the AA problem difficult, and possibly more interesting 
from a research perspective. When more data is available, the AA task 
may become over simplistic or even trivial, and perhaps it might not be 
coincidental that, for instance, small data sets have been selected for the 
AA scenarios addressed in the PAN-CLEF shared tasks. 

Regarding the individual components of the DynAA method, we 
notice that some of these obtained only average performance. This was 
the case of the more linguistically-motivated methods TAG, POS and 
DEP (among which TAG was consistently superior.) By contrast, results 
obtained from syntactic dependencies in DEP were minimal, although 

Table 13 
Main macro F1 results for the Twitter domain according to number of authors and document size.    

CNN BERT SVM DynAA Char Dist Word TAG POS DEP W2V 

Authors 5 0.25 0.48 0.55 0.77 0.62 0.82 0.55 0.56 0.43 0.46 0.35  
10 0.28 0.43 0.37 0.65 0.51 0.68 0.43 0.48 0.33 0.29 0.40  
20 0.10 0.34 0.45 0.56 0.49 0.52 0.37 0.40 0.24 0.21 0.28  
50 0.02 0.22 0.36 0.48 0.43 0.39 0.29 0.24 0.17 0.14 0.19  

Characters 50 0.05 0.29 0.17 0.25 0.20 0.62 0.32 0.38 0.15 0.12 0.25  
60 0.01 0.18 0.09 0.23 0.17 0.21 0.06 0.10 0.09 0.09 0.15  
70 0.03 0.12 0.13 0.14 0.22 0.16 0.11 0.06 0.11 0.06 0.09  
130 0.07 0.29 0.38 0.54 0.38 0.63 0.37 0.27 0.22 0.20 0.28  
140 0.04 0.24 0.19 0.32 0.32 0.32 0.21 0.18 0.13 0.13 0.17  
150 0.07 0.73 0.28 1.00 0.50 1.00 0.47 0.47 0.23 0.27 0.30  
280 0.12 0.38 0.55 0.75 0.60 0.70 0.52 0.55 0.37 0.35 0.40  
290 0.36 0.24 0.38 0.77 0.52 0.58 0.31 0.34 0.20 0.23 0.25  
310 0.28 0.50 1.00 1.00 1.00 1.00 0.73 1.00 0.47 1.00 0.33  
520 0.47 0.73 0.30 1.00 0.47 1.00 0.50 0.47 0.40 0.30 0.13  
540 0.34 0.47 0.73 0.92 0.81 0.85 0.67 0.73 0.56 0.47 0.51  

Table 14 
Detailed macro F1 results for the Twitter domain.  

N Ch CNN BERT SVM DynAA Char Dist Word TAG POS DEP W2V 

5 70 0.07 0.13 0.13 0.13 0.40 *0.13 0.07 – 0.20 – 0.10 
5 50 0.08 0.47 0.33 0.30 *0.30 *0.73 *0.53 *0.73 0.30 *0.23 0.33 
10 63 0.02 0.23 0.10 0.28 0.22 *0.28 – 0.13 0.13 0.09 0.22 
10 48 0.02 0.35 – 0.20 0.10 *0.52 *0.10 *0.03 – – 0.17 
20 56 0.01 0.12 0.08 0.18 0.12 *0.13 0.12 0.08 0.05 0.10 0.09 
20 74 0.01 0.15 0.23 0.20 0.25 *0.21 0.22 *0.13 0.12 0.12 0.17 
50 68 0.00 0.12 0.07 0.09 0.12 *0.12 0.12 0.03 0.03 0.08 0.04 
50 70 0.00 0.06 0.07 0.11 0.10 *0.19 *0.02 *0.10 0.09 *0.04 0.05  

5 152 0.07 0.73 0.28 1.00 0.50 *1.00 0.47 0.47 0.23 0.27 0.30 
5 292 0.30 0.00 0.33 0.73 0.33 *0.73 0.10 0.23 0.30 0.50 0.10 
5 523 0.47 0.73 0.30 1.00 0.47 *1.00 0.50 *0.47 0.40 0.30 0.13 
5 177 0.28 0.23 1.00 1.00 *1.00 *1.00 *1.00 *0.60 0.53 0.40 0.73 
5 310 0.28 0.50 1.00 1.00 *1.00 *1.00 *0.73 1.00 *0.47 1.00 *0.33 
5 538 0.47 1.00 1.00 1.00 *1.00 1.00 *1.00 1.00 1.00 1.00 0.73  

10 144 0.08 0.40 0.07 0.37 0.32 *0.52 *0.22 0.23 0.15 *0.17 *0.27 
10 294 0.64 0.42 0.23 0.73 *0.48 *0.55 0.48 0.53 0.15 0.07 0.30 
10 541 0.60 0.63 0.43 1.00 0.80 *0.87 *0.60 0.73 0.50 0.23 *0.53 
10 132 0.18 0.53 0.40 0.63 0.40 *0.87 0.42 *0.17 0.25 *0.24 0.32 
10 283 0.29 0.63 0.87 1.00 *0.87 *0.87 *0.87 1.00 *0.73 0.62 0.65 
10 543 0.38 0.24 0.87 1.00 *0.87 *1.00 *0.73 1.00 0.73 0.87 0.73  

20 139 0.04 0.25 0.24 0.30 0.34 *0.27 0.27 *0.32 0.18 0.23 0.30 
20 276 0.04 0.36 0.41 0.70 0.51 *0.75 0.42 *0.30 0.20 0.19 0.38 
20 544 0.33 0.67 0.53 0.75 *0.63 *0.73 0.59 *0.63 0.48 *0.34 0.44 
20 131 0.06 0.28 0.36 0.44 *0.35 *0.40 0.32 *0.37 0.19 *0.17 0.23 
20 299 0.13 0.31 0.82 0.88 *0.77 *0.68 0.50 *0.65 0.25 *0.23 0.26 
20 536 0.20 0.55 0.93 1.00 *0.93 *1.00 0.53 0.70 0.47 0.28 0.33  

50 140 0.01 0.07 0.06 0.15 *0.17 *0.19 0.08 0.02 *0.09 *0.05 0.03 
50 284 0.03 0.23 0.37 0.55 *0.41 *0.48 0.29 *0.35 0.17 *0.23 0.18 
50 540 0.04 0.36 0.51 0.71 *0.53 *0.60 0.50 0.45 0.30 *0.20 0.25 
50 138 0.01 0.10 0.39 0.46 *0.46 *0.32 *0.25 *0.14 0.09 *0.08 0.07 
50 286 0.03 0.28 0.56 0.84 *0.75 *0.47 0.36 *0.27 0.15 *0.11 0.34 
50 539 0.02 0.50 0.82 0.95 *0.87 *0.73 0.73 *0.58 0.44 0.34 0.53  
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this is not to say that syntactic knowledge does not play a role in AA. It 
may be possible, for instance, that author-dependent syntactic patterns 
may be detected in domains conveying larger document sizes (e.g., 
blogs, books etc.) that have not been addressed in the present work. 

Another knowledge source that turned out to be of limited usefulness 
in the present scenarios was the case of word embeddings in W2V. A 
possible explanation for this (perhaps unusual) outcome is that the 
present AA tasks tend to rely more on surface knowledge and less on 
semantics, in which case word embeddings may actually blur the 
distinction between authors rather than help distinguish them from each 
other. To see this, let us consider for instance an author A who prefers 
the word ‘candies’, and an author B who prefers the more British 
‘sweets’. Since both words are used in similar contexts, ‘candies’ and 
‘sweets’ word vectors may be highly similar, which would effectively 
erase the distinction between authors A and B in this respect. Thus, we 
believe that word embeddings may be more useful to AA in tasks in 
which authors may be distinguished from each other based on semantics 
(e.g., when an author talks more often about football and another talks 
more about politics etc.), but these simplified scenarios – which might be 
considered less challenging instances of the AA problem – were not 
addressed in the PAN-CLEF corpus, or in the other data sets taken into 
account in our experiments. 

The present work leaves a number of avenues open for further 
investigation. One obvious improvement would be considering larger 
candidate sets, which would most likely test the limits of standard multi- 
class machine learning methods. Moreover, it would be interesting to see 
how the present method could be adapted to an open-set AA scenario (i. 
e., in which we do not know in advance whether the author of an input 
document is to be found within the candidate set). Other possible ex-
tensions include further investigating the issue of cross-domain AA 
Sapkota, Solorio, Montes, Bethard, and Rosso (2014); Barlas and Sta-
matatos, 2020, which has been presently limited to the fan fiction 
domain provided by the PAN-CLEF 2018 corpus and song lyrics. 

Finally, the present method may also be further investigated in a 
number of related tasks. These may include, for instance, author 
profiling and fake news detection (Hsieh, Dias, & Paraboni, 2018; Silva 
& Paraboni, 2018; Rangel, Giachanou, Ghanem, & Rosso, 2020), or 
source code author identification6. Possible applications of this kind are 
also left as future work. 
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autoral. In I Congresso Internacional em Humanidades Digitais (HDRio-2018) (pp. 
403–407). Rio de Janeiro. 
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